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Abstract: This paper addresses the problem of scheduling nonpreemptive open shop 

with the objective of minimizing makespan.  A neighborhood search algorithm based on the 

simulated annealing technique is proposed.  The algorithm is tested on randomly generated 

problems, benchmark problems in the literature, and new hard problems generated in this 

paper.  Computational results show that the algorithm performs well on all of the test 

problems.  In many cases, an optimum solution is found, and in others the distance from the 

optimum or lower bound is quite small.  Moreover, some of the benchmark problems in the 

literature are solved to optimality for the first time.  
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1. INTRODUCTION 

Shop scheduling problems like job shop, flow shop and open shop problems, which are 

widely used for modeling industrial production processes, have been receiving increasing 

attention from researchers.  However, most of the published results in this area has been 

focused on job shop and flow shop problems.  This paper addresses the problem of 

scheduling open shops.  The problem of minimizing the makespan in an open shop, or 

O|| Cmax  in the classification of Graham et al. [1], can be stated as follows: there are a set of 

n jobs that have to be processed on a set of m machines.  Every job consists of m operations 

each of which must be processed on a different machine for a given amount of time.  The 

operations of each job can be processed in any order.  At any time, at most one operation 

can be processed on each machine, and at most one operation of each job can be processed.  

In this paper, we consider only nonpreemptive cases: all operations must be processed 

without interruption.  The problem is to find a schedule of the operations on the machines 

that minimizes the makespan ( Cmax ), that is, the time from beginning of the first operation 

until the end of the last operation. 

When m=2, a polynomial time algorithm is proposed by Gonzalez and Sahni [2].  

Recently, Pinedo [3] presents another simple dispatching rule LAPT (Longest Alternate 

Processing Time first) which also solves this problem in polynomial time.  It is shown that 

for m≥3, the open shop scheduling problem is NP-complete (Garey and Johnson [4]).  

Brucker et al. [5] develop a branch and bound algorithm for the general m-machine problem 

which can solve only small problems (n=m≤7).  However, some open shop problems with 

special structures are still polynomially solvable.  For example, Fiala [6] gives a polynomial 

time algorithm, which solves the problem for arbitrary m, whenever the sum of processing 

times for one machine is greater than or equal to the maximal processing time multiplied by a 

certain constant.  Adiri and Aizikowitz [7] present a linear time algorithm for the 
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three-machine open shop problem, provided that there is a machine dominating one of the 

other two.  A machine X is said to dominate a machine Y if for each job i the processing 

time of job i on machine X is greater than or equal to the processing time of job i on machine 

Y.  Algorithms for arbitrary m-machine problems with one or two dominating machines are 

proposed by Strusevich and summarized in Tanaev, Sotskov and Strusevich [8], where a 

machine is called dominating if it dominates all the remaining machines. 

As far as heuristics are concerned, there are very few heuristic procedures for the general 

m-machine open shop problem published in the literature.  Rock and Schmidt [9] introduce 

a machine aggregation algorithm based on the result that the two-machine cases are 

polynomially solvable.  Some more promising methods focus on so-called dense schedules.  

An open shop schedule is said to be dense if no machine is idle unless there is no operation 

which is ready to be processed on that machine.  It has been shown by Aksjonov [10] and 

Shmoys et al. [11] that the worst case performance ratio for any dense open shop schedule is 

2.  For the case m=3, Chen and Strusevich [12] propose a linear time algorithm that 

transforms a dense schedule into a new schedule such that the makespan of the best of these 

two is at most 3/2 times worse than the optimal value.  Brasel , Tautenhahn and Werner [13] 

develop efficient constructive insertion algorithms for the general m-machine problem, based 

on an analysis of the structure of a feasible combination of job and machine orders.  

Recently, Ramudhin and Marier [14] generalize the Shifting Bottleneck Procedure (SBP), 

initially proposed by Adams et al. [15] for the job shop problem, to solve the open shop 

problem. 

In this paper, we propose a simple dispatching rule for generating feasible initial solutions 

and a neighborhood search algorithm, based on the simulated annealing (SA) technique, for 

solving the open shop scheduling problem.  This SA approach employs a neighborhood 

structure defined using blocks of operations on a critical path.  We evaluate the performance 
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of the algorithm proposed by means of 60 randomly generated problems, 40 benchmark 

problems in the literature, and 20 new hard problems generated in this paper.  

Computational results show that the algorithm performs well on all of the test problems.  

Moreover, the algorithm finds optimum solutions or better upper bounds for a number of 

benchmark problems for which the optimum solution is unknown. 

The rest of this paper is organized as follows.  Section 2 gives a representation of the 

open shop problem in terms of graph theory.  In section 3, we present an implementation of 

SA for this problem.  A dispatching rule for the problem under consideration is described in 

section 4.  The results of computational experiments are provided in section 5, and 

concluding remarks are given in section 6. 

2. PROBLEM REPRESENTATION 

It is convenient to represent the open shop problem by using the disjunctive graph model 

due to Roy and Sussmann [16].  In the disjunctive graph model, there is a node for each 

operation.  The nodes are numbered from 1 to N, where N=m× n is the total number of 

operations.  Additionally, there are two dummy nodes, node 0 and node N+1, representing 

the start and end of a schedule, respectively.  For each pair of operations {i, j} that belong to 

the same job there are two arcs (i, j) and (j, i) with opposite directions.  Similarly, for each 

pair of operations {i, j} that require the same machine there are two arcs (i, j) and (j, i) with 

opposite directions.  The opposite directed arcs between two operations define a disjunctive 

arc pair and represent the fact that each machine can process at most one operation at the 

same time and each job can be processed on at most one machine at the same time.  Each 

arc (i, j) has a length di  corresponding to the duration of operation i.  Finally, for each 

node i, i=1, 2,.., N, there exist an arc (0, i) of length 0 and an arc (i, N+1) of length di . 

A feasible schedule is obtained by selecting one arc among all disjunctive arc pairs such 
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that the resulting graph is acyclic.  The problem is to select one arc among all disjunctive 

arc pairs such that the resulting graph is acyclic and the length of the longest path from node 

0 to node N+1, i.e., the critical path, is minimized. 

Given a feasible schedule, the corresponding acyclic graph can be easily constructed.  If 

the redundant arcs are removed, every node, except the nodes 0 and N+1, has at most two 

immediate predecessors and at most two immediate successors.  A critical path in the graph 

contains an ordered sequence of operations.  Furthermore, it can be decomposed into 

subsequences of operations, called blocks.  A block is a maximal subsequence of operations 

that contains operations of the same job or processed on the same machine.  Note that a 

block must have at least two operations, and for any two adjacent blocks one block consists 

of operations of the same job and the other block consists of operations processed on the 

same machine.  Figure 1(b) shows an example of the acyclic graph of the feasible schedule 

for a 3-machine 3-job problem given in Figure 1(a) and the corresponding critical path.  In 

this example the critical path 0-1-4-5-6-9-10 decomposes into 3 blocks: 1-4, 4-5-6, and 6-9.  

Block 1-4 consists of operations of job 1; block 4-5-6 consists of operations processed on 

machine 2, and block 6-9 consists of operations of job 3. 

 

Insert Figure 1 here.

 

We now introduce additional notations.  Following Taillard [17], for each operation i, 

i=1, 2,.., N, let 

M i = machine which processes i. 

J i = job to which i belongs. 

PM(i) = operation processed on machine M i  just before i, if it exists. 

SM(i)= operation processed on machine M i  just after i, if it exists. 
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PJ(i) = operation of job J i  that precedes i, if it exists. 

SJ(i) = operation of job J i  that follows i, if it exists. 

ei = length of a longest path from node 0 to node i. 

li = length of a longest path from node i to node N+1, excluding di . 

An operation i is said to be critical, i.e., belongs to a critical path, if and only if 

e d l Ci i i max+ + = .  Note that the following conditions hold for every operation i: 

e max e d e di PM i PM i PJ i PJ i= + +{ , }( ) ( ) ( ) ( )  

l max l d l di SM i SM i SJ i SJ i= + +{ , }( ) ( ) ( ) ( )  

where ei , di  and li =0 for undefined indices i.  An efficient algorithm proposed in [17] 

can be used to compute the values of ei  and li  for each operation i. 

3. IMPLEMENTATION OF SIMULATED ANNEALING 

SA is a neighborhood search approach designed for getting a global optimum solution for 

combinatorial optimization problems.  Ever since its introduction by Kirkpatrick et al.[18] 

and independently by Cerny[19], SA has been successfully applied to a variety of 

combinatorial optimization problems, including traveling salesman problems[19], graph 

partitioning problems[20], graph coloring problems[21], vehicle routing problems[22], and 

complex scheduling problems[23, 24, 25, 26]. 

Consider a combinatorial optimization problem min{c(s)|s∈S}, where c is the objective 

function and S is the set of all feasible solutions.  Each solution s∈S has an associated set of 

neighbors, N(s)⊂ S, called the neighborhood of s.  Each solution s* ∈N(s) can be reached 

directly from s by an operation called a move or perturbation.  SA starts with an initial 

solution and iteratively moves to other neighboring solutions, while remembering the best 

solution found so far.  In order to reduce the probability of getting trapped in a local 
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optimum, SA accepts moves to inferior neighboring solutions under the control of a 

randomized scheme.  More precisely, if a move from a current solution s to another inferior 

neighboring solution s* results in a change Δc =c( s*)-c(s) in the objective function value, 

the move is still accepted if R<exp(-Δc /T), where T is a control parameter, called 

temperature, and R∈U [0, 1] is a uniform random number.  The temperature T is initially 

high, allowing many inferior moves to be accepted, and is slowly reduced to a value where 

inferior moves are nearly always rejected.  

In order to implement SA, it is necessary to define the neighborhood structure for the 

specific problem under consideration, and the cooling schedule, i.e., the scheme that controls 

the temperature.  It is well known that both neighborhood structure and cooling schedule 

have a significant effect on the efficiency of the search and the quality of solutions produced.  

We shall define in the following subsections the structural elements that have been used in 

our implementation of SA. 

3.1. Neighborhood  

In order to improve a current schedule, we have to modify the sequence of operations on 

critical paths. We define a neighborhood structure based on blocks of operations on a critical 

path.  Given a feasible solution, a single critical path is arbitrarily selected.  We consider 

the reverse of arc (i, j) where either i is the first or j is the last operation in a block that 

belongs to the critical path.  These arcs are called basic arcs.  Moreover, for each basic arc 

(i, j) where both i and j are operations processed on the same machine, the arcs (PJ(j), j) and 

(i, SJ(i)) are also checked to see if reversing one or both of them and (i, j) at the same time 

can produce a better solution.  Similarly, for each basic arc (i, j) where both i and j are 

operations of the same job, the arcs (PM(j), j) and (i, SM(i)) are also checked to see if 

reversing one or both of them and (i, j) at the same time can produce a better solution.   
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More precisely, for each basic arc (i, j) where both i and j are operations processed on the 

same machine, we consider the following possible moves: (1) reverse arc (i, j) only; (2) 

reverse simultaneously arcs (i, j) and (PJ(j), j); (3) reverse simultaneously arcs (i, j) and (i, 

SJ(i)); and (4) reverse simultaneously arcs (i, j), (PJ(j), j) and (i, SJ(i)).  Likewise, for each 

basic arc (i, j) where both i and j are operations of the same job, we consider the following 

possible moves: (1) reverse arc (i, j) only; (2) reverse simultaneously arcs (i, j) and (PM(j), j); 

(3) reverse simultaneously arcs (i, j) and (i, SM(i)); and (4) reverse simultaneously arcs (i, j), 

(PM(j), j) and (i, SM(i)). 

To estimate the effects of the moves defined above, we use an approach similar to that in 

[27].  That is, for each possible new solution s* generated from solution s, we compute the 

exact value of the critical path in s* which contains at least one of the nodes involved in the 

inversion of the arcs.  This value, therefore, provides a lower bound on the value of the new 

solution.  Note that a move which involves the reversion of more than one arc at the same 

time may create a directed cycle in the graph, i.e., an infeasible solution.  To perform an 

exact feasibility test, the labeling algorithm described in [15] can be used.  However, for 

computational reasons, we adopt the same strategy as that in [27].  This test can prevent the 

generation of infeasible solutions, but it forbids feasible moves too.  However, the feasible 

moves eliminated by this test are not improving ones and hence the probability that they 

would be accepted is very small. 

In the following we describe in detail the procedures for evaluating the move which 

involve reversing simultaneously arcs (i, j), (PJ(j), j) and (i, SJ(i)), where (i, j) is a basic arc 

and both i and j are operations processed on the same machine.  The analysis for the other 

types of moves can be done in a similar manner.  Let s be a current solution and (i, j) a basic 

arc where both i and j are operations processed on the same machine.  Consider the new 
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solution s* generated from s by applying the above move.  Given an operation k, let ek , 

lk  and ek
* , lk

*  be the length of a longest path from node 0 to node k and the length of a 

longest path from node k to node N+1 in schedule s and s*, respectively.  Let PM k*( )  

and SM k*( )  be the immediate predecessor and successor of operation k on machine Mk  

in schedule s*.  Similarly, let PJ k*( )  and SJ k*( )  be the immediate predecessor and 

successor of operation k among the operations of job Jk  in schedule s*.  As shown in 

Figure 2, the new values of the changed parameters can be sequentially calculated as follows: 

e max e d e dj PJ PJ j PJ PJ j PM j PM j
*

( ( )) ( ( )) ( ) ( ){ , }* *= + +  where PM j PM i*( ) ( )= . 

e max e d e dPJ j PM PJ j PM PJ j j j( )
*

( ( )) ( ( ))
*{ , }.= + +  

e max e d e dSJ i PJ SJ i PJ SJ i PM SJ i PM SJ i( )
*

( ( )) ( ( )) ( ( )) ( ( )){ , }* *= + +  where 

PJ SJ i PJ i*( ( )) ( )= . 

e max e d e di SJ i SJ i j j
*

( )
*

( )
*{ , }.= + +  

l max l d l di SJ SJ i SJ SJ i SM i SM i
*

( ( )) ( ( )) ( ) ( ){ , }* *= + +  where SM i SM j*( ) ( )= .  

l max l d l dSJ i SM SJ i SM SJ i i i( )
*

( ( )) ( ( ))
*{ , }= + +  

l max l d l dPJ j SM PJ j SM PJ j SJ PJ j SJ PJ j( )
*

( ( )) ( ( )) ( ( )) ( ( )){ , }* *= + +  where 

SJ PJ j SJ j*( ( )) ( )= . 

l max l d l dj i i PJ j PJ j
* *

( )
*

( ){ , }.= + +  

Z max e d l e d l e d l e d li i i j j j SJ i SJ i SJ i PJ j PJ j PJ j= + + + + + + + +{ , , , }* * * *
( )

*
( ) ( )

*
( )

*
( ) ( )

* . 

The value Z gives the length of the new longest path which passes through at least one of 

the nodes in the set {i, j, PJ(j), SJ(i)}, and hence provides a lower bound of the makespan of 
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schedule s*.  In this case, a directed cycle may be created in schedule s* if there exists a 

directed path from SM(PJ(j)) to PM(i) or from SM(j) to PM(SJ(i)) in schedule s.  Hence, this 

move is admissible only if such paths in S do not exist, i.e., e d eSM PJ j SM PJ j PM i( ( )) ( ( )) ( )+ >  

and e d eSM j SM j PM SJ i( ) ( ) ( ( ))+ > .  At each iteration, a basic arc on the critical path is first 

randomly selected and then an admissible move associated with it is selected and performed 

to generate a new solution. 

 

Insert Figure 2 here.

 

3.2. Cooling Schedule 

Several cooling schedules have been investigated in the literature[24, 28, 29].  In our 

implementation, we use a geometric cooling schedule which is very similar to the one 

proposed in [29].  A full description of our implemented SA approach is presented in Figure 

3.  An initial temperature, ini_temp, and a reduction factor, red_factor, are first determined.  

The number of iterations performed for a fixed temperature, L, is equal to size_factor× n×m, 

where size_factor is a given constant.  The algorithm terminates if an optimal solution has 

been found (the value of the current solution equals to a known lower bound value, LB) or the 

parameter count ever reaches a predetermined limit, max_count, where count is initialized to 

zero and it is incremented by one each time the percentage of accepted moves in the last L 

iterations at the same temperature is less than or equal to a given parameter, min_percent, and 

it is reset to zero each time a new best solution is found. 

 

Insert Figure 3 here.
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4. INITIAL SOLUTION  

In this section we present a dispatching rule for generating an initial feasible solution of 

the open shop scheduling problem under consideration.  This rule combines the 

philosophies of constructing a dense schedule and the LTRPOM (Longest Total Remaining 

Processing on Other Machine first) dispatching rule given by Pinedo [3].  A formal 

description of our dispatching rule, referred to as the DS/LTRP rule, is as follows: 

 Whenever a machine is idle, select, among its available operations, the operation 

belonging to the job that has the longest total remaining processing time on other 

machines to process next.  If no such operation exists, it remains idle until the next 

operation has been completed on some other machine.  If more than one machine is 

idle at the same time, select the machine with the longest total remaining processing 

time to schedule next. 

5. COMPUTATIONAL EXPERIMENTS 

Two sets of test problems are used in our experimentation.  The first set of problems is 

randomly generated.  In this set of problems, only square problems (n=m) are generated 

since such problems are harder solvable than the other ones [30].  The integer processing 

times for all operations are generated independently from a uniform distribution on the 

interval [1, 99].  This set consists of six different problem types and 10 instances of each 

problem type are generated for a total of 60 different problems.  Since we are unable to 

solve these problems optimally, the best solution found is compared with the trivial lower 

bound value: LB max max p max p
j

iji
n

i
ijj

m= = =∑ ∑{ { { }}1 1},   where pij  is the processing time 

of the operation which belongs to job i and has to be processed on machine j. 

The second set of test problems consists of the benchmark problems given by Taillard [30] 

and new hard problems generated in this paper.  As pointed out by Brucker et al. [5], the 
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benchmark problems from Taillard are not really ‘hard’ problems, and hence we have 

generated larger and harder problems in a way similar to that in [5].  This set consists of six 

different problem types and 10 instances of each problem type are solved for a total of 60 

different problems.  For each problem from Taillard, the optimum makespan is given if it is 

known.  Otherwise, an upper bound along with a lower bound are provided.  We remark 

that the optimum solutions for small benchmark problems are obtained by the 

branch-and-bound algorithm of Brucker et al. [5], and the optimum solutions and upper 

bounds of large benchmark problems are obtained by the heuristic algorithm of Brasel  et al. 

[13].  Since the codes of the heuristic of Taillard [30] and Brasel  et al. [13] are not 

available to us, only a lower bound is provided for each new hard problem generated in this 

paper. 

The SA algorithm is coded in C and implemented on a Pentium-II personal computer.  

Parameters are chosen experimentally to ensure a compromise between the running time and 

the solution quality.  In our implementation, we set parameters T0=15, size_factor=30, 

max_count=100, and min_percent=0.5%.  For each problem instance, we run the algorithm 

5 times each with a different random number seed and the best solution from the runs is 

selected. 

5.1. Results for Randomly Generated Problems 

The algorithm is tested with the reduction factor red_factor=0.90, 0.95 and 0.995, and 

with the following two neighborhood structures.  We remark that for any schedule S, 

NH NH2 > 1  where NHi  denotes the size of the neighborhood NHi , i=1, 2. 

Neighborhood 1 ( NH1):  a basic arc is randomly selected from a critical path and then the 

best admissible move, i.e., the admissible move with the smallest Z value, associated with it 

is selected.. 
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Neighborhood 2 ( NH2 ):  a basic arc is randomly selected from a critical path and then one 

of the admissible moves associated with it is again randomly selected. 

The results for the randomly generated test problems are given in Table 1.  For each 

problem instance the solution gap (in percentage) is defined by (( Z *-LB)/LB)× 100 where 

Z * is the best solution found out of 5 runs, and for each problem type the average solution 

gap (ΔZ %av ) is the mean of these values in 10 trials.  The average solution gaps of the 

initial solutions (ΔZ %0 ) are also reported.  It can be seen from Table 1 the average solution 

gap (ΔZ %av ) decreases as red_factor is increased (The only exception are the 20× 20 

instances for the NH1  neighborhood).  This is in accordance with the commonly observed 

result: larger values of the reduction factor (of the temperature) correspond to a better 

performance of a simulated annealing algorithm.  As for neighborhood structures, NH1  

consistently outperforms NH2 .  Hence, we recommend the use of red_factor=0.995 and 

neighborhood NH1.  With red_factor=0.995 and neighborhood NH1, the algorithm finds a 

solution equal to the LB value, i.e., an optimum solution, in 58 out of 60 problems.  For the 

2 remaining problems, the solution gaps are 0.4% and 1.2%.  The average computing time 

for a single run of the algorithm ranges from 3.0 seconds (for problems with n=m=7) to about 

3.5 hours (for problems with n=m=30).  All of the solutions of the algorithm hereafter are 

obtained with red_factor=0.995 and neighborhood NH1 . 

In order to evaluate the impact of the initial solution on the performance of the algorithm, 

the same set of test problems is solved again by the algorithm with initial solutions obtained 

by the following DS/RANDOM rule, and the results obtained are compared with those in 

Table 1. 

DS/RANDOM rule: 

Whenever a machine is idle, select randomly one of its available operations to process 
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next; if no such operation exists, it remains idle until the next operation has been 

completed on some other machine.  If more than one machine is idle at the same time, 

select randomly one of the idle machine to schedule next. 

Moreover, to further validate the performance of the SA algorithm, we compare the 

results obtained by the SA algorithm with results obtained by a time-equivalent random 

schedule generation (TERSG) algorithm.  For each problem instance we run the TERSG 

algorithm 5 times each with a different random number seed.  Each run consists of repeated 

execution of the DS/RANDOM rule within the same amount of computing time as the SA 

algorithm with red_factor=0.995 and neighborhood NH1 .  The solution returned by the 

TERSG algorithm is the best solution ever found out of 5 runs. 

The results are summarized in Table 2.  We observe that the algorithm using 

DS/RANDOM as the dispatching rule provides solutions comparable with those obtained 

using DS/LTRP as the dispatching rule.  In other words, the SA algorithm shows a 

robustness property, that is, the quality of the final solutions is weakly dependent on the 

initial solutions.  Moreover, the SA algorithm easily outperforms the TERSG algorithm.  

The overall average solution gap is 0.03% and 25.02% for the SA algorithm (using DS/LTRP 

as the dispatching rule) and TERSG algorithm, respectively. 

5.2. Results for Benchmark and New Hard Problems 

Table 3 presents the detailed results for the benchmark problems from Taillard (problems 

with n=m=7, 10, 15 and 20) and the new hard problems generated in this paper (problems 

with n=m=25 and 30).  For each problem instance in Table 3, the value WORKLOAD = total 

processing time / (m× LB) which measures the hardness of the problem instance is provided.  

If the WORKLOAD value of a problem instance is close to 1 the chance of finding a solution 

with makespan close to its LB value will be rather small (Brucker et al. [5]).  As shown in 
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Table 3, the WORKLOAD values of the new problem instances generated (between 0.9 and 

1.0) are larger than the WORKLOAD values (between 0.8 and 0.9) of the benchmark 

problems from Taillard, and hence these new problem instances are in general harder to solve 

than the benchmark problems from Taillard. 

For the 40 benchmark problems from Taillard (n=m=7, 10, 15 and 20), the algorithm 

finds an optimal solution for 26 out of 31 problems for which the optimal solution is known.  

For the 5 remaining problems, the solution gap (ΔZ% ) ranges from 0.17% and 1.42%.  

With regards to the other 9 problems for which the optimal solution is unknown, the 

algorithm finds an optimal solution for 4 of them and a better upper bound for 2 of them.  

Overall, the average solution gap is about 0.22%, and the average computing times for a 

single run of the algorithm varies from 7 seconds (for a 7× 7 problem) to 2253 seconds (for a 

20× 20 problem). 

For the 20 new hard problems generated in this paper (n=m=25 and 30), the solution gaps 

(range from 1.41% to 5.05%) are much larger than those of the randomly generated problems 

and benchmark problems form Taillard.  This is due to the fact that for problems with 

WORKLOAD value close to 1 it is generally hard to find upper and lower bound which are 

very close to each other.  However, this does not necessarily imply that for problems of this 

type the solution obtained by the algorithm is poor, since it is possible that the lower bound is 

not tight for problems of this type.  Overall, the average solution gap is about 3.32%, and 

the average computing time for a single run of the algorithm is about 6638 seconds (1.8 hours) 

and 16496 seconds (4.6 hours) for problems with n=m=25 and 30, respectively. 

6. CONCLUSIONS 

In this paper, we present a neighborhood search algorithm based on the simulated 

annealing technique for minimizing the makespan in the nonpreemptive open shop 
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scheduling problem.  A dispatching rule for generating feasible initial solutions is also 

developed.  Our algorithm is tested on randomly generated problems, benchmark problems 

in the literature and new hard problems generated in this paper.  Computational results show 

that the algorithm performs well on all of the test problems.  In many cases, an optimum 

solution is found, and in others the distance from the optimum or lower bound is quite small.  

Moreover, some of the benchmark problems in the literature are solved to optimality for the 

first time.  We believe that it is possible to tune the algorithm in order to further improve its 

performance.   

Although the computing times for large problems may be quite long, the algorithm 

proposed does show its ability of finding extremely high quality solutions or even optimal 

solutions if more computing time is allowed.  Possible directions for future research include 

the development of other efficient cooling schedules to improve the performance of the 

algorithm proposed, and the development of other neighborhood structures for solving open 

shop problems with other criteria, e.g., flow time, tardiness, etc. 
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Table 1 Results for randomly generated problems 

problem red_factor  neighborhood NH1   neighborhood NH2  
(n× m)  (f) ΔZ %0  ΔZ %av  Tav  #opt ΔZ %av Tav  #opt 

7× 7 0.9 

0.95 

0.995 

5.02 

 

 

0.09 

0.09 

0.00 

1 

4 

3 

9 

9 

10 

0.16 

0.14 

0.12 

0 

1 

2 

9 

9 

9 

10× 10 0.9 

0.95 

0.995 

4.02 

 

 

0.05 

0.05 

0.00 

8 

9 

16 

9 

9 

10 

0.13 

0.08 

0.08 

2 

2 

9 

9 

9 

9 

15× 15 0.9 

0.95 

0.995 

2.24 

 

 

0.03 

0.00 

0.00 

134 

51 

102 

9 

10 

10 

0.03 

0.01 

0.01 

57 

106 

260 

9 

9 

9 

20× 20 0.9 

0.95 

0.995 

2.14 

 

 

0.20 

0.23 

0.04 

115 

145 

610 

9 

9 

9 

0.35 

0.34 

0.16 

222 

197 

1437 

8 

9 

9 

25× 25 0.9 

0.95 

0.995 

2.07 

 

 

0.30 

0.30 

0.12 

678 

1104 

5515 

9 

9 

9 

0.53 

0.41 

0.33 

752 

754 

3664 

6 

6 

8 

30× 30 0.9 

0.95 

0.995 

1.65 

 

 

0.03 

0.01 

0.00 

1363 

2556 

12455

9 

9 

10 

0.17 

0.12 

0.03 

1734 

1181 

9872 

7 

8 

8 

problem = the problem type; 

ΔZ %0 = the average solution gap (in percentage) of the initial solutions; 

ΔZ %av  = the average solution gap (in percentage).  For each problem instance the 

solution gap (in percentage) is defined by ((Z*-LB)/LB)× 100 where Z*
 is the 

makespan found by the algorithm;  

Tav  = the average computing time (in seconds) for a single run of the algorithm; 

#opt = the number of problems which are solved to optimality, i.e., the solution gap is 

zero. 
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Table 2 Comparison of different initial dispatching rules and different solution methods  

 Initial Dispatching Rule   

problem DS/LTRP  DS/RANDOM TERSG 
(n× m) ΔZ %0  ΔZ %av Tav  #opt  ΔZ %0 ΔZ %av Tav  #opt ΔZ %av #opt 

7× 7 5.02 0.00 3 10  47.55 0.00 4 10 7.31 1 

10× 10 4.02 0.00 16 10  49.30 0.00 22 10 12.75 0 

15× 15 2.24 0.00 102 10  55.61 0.00 120 10 24.19 0 

20× 20 2.14 0.04 610 9  56.69 0.15 614 9 31.14 0 

25× 25 2.07 0.12 5515 9  63.94 0.28 5502 9 35.88 0 

30× 30 1.65 0.00 12455 10  62.14 0.00 12963 10 38.84 0 

average 2.85 0.03    55.87 0.07   25.02  
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Table 3 Results for benchmark and new hard problems 

problem WORKLOAD Z0 opt(LB, UB) Z* ΔZ% Tav  

7× 7-1 0.843 491 435a 435 0 12 
7× 7-2 0.859 451 443a 445 0.45 19 
7× 7-3 0.903 537 468a 468 0 18 
7× 7-4 0.862 518 463a 463 0 17 
7× 7-5 0.870 441 416a 416 0 7 
7× 7-6 0.896 532 451a 456 1.11 18 
7× 7-7 0.905 462 422a 428 1.42 19 
7× 7-8 0.842 458 424a 424 0 8 
7× 7-9 0.856 496 458a 458 0 7 
7× 7-10 0.877 453 398a 398 0 7 
10× 10-1 0.861 692 (637, 645b) 645 1.26 78 
10× 10-2 0.834 622 588b 588 0 59 
10× 10-3 0.850 674 (598, 611b) 602 0.67 73 
10× 10-4 0.828 591 577b 577 0 32 
10× 10-5 0.834 662 640a 640 0 60 
10× 10-6 0.857 579 538b 538 0 49 
10× 10-7 0.838 679 (616, 623c) 616 0 67 
10× 10-8 0.823 649 595a 595 0 69 
10× 10-9 0.846 675 595b 596 0.17 73 
10× 10-10 0.834 651 (596, 602b) 596 0 72 
15× 15-1 0.800 1001 937b 937 0 155 
15× 15-2 0.834 982 918b 920 0.22 527 
15× 15-3 0.824 898 871b 871 0 386 
15× 15-4 0.794 958 934b 934 0 129 
15× 15-5 0.842 988 (946, 950b) 946 0 526 
15× 15-6 0.796 985 933b 933 0 229 
15× 15-7 0.828 913 891b 891 0 503 
15× 15-8 0.813 922 893b 893 0 235 
15× 15-9 0.830 964 (899, 908b) 905 0.67 531 
15× 15-10 0.824 969 902b 902 0 502 
20× 20-1 0.820 1192 1155b 1155 0 2017 
20× 20-2 0.838 1296 (1241, 1244b) 1253 0.97 2092 
20× 20-3 0.803 1269 1257b 1257 0 1111 
20× 20-4 0.826 1311 1248b 1248 0 1819 
20× 20-5 0.809 1296 1256b 1256 0 1333 
20× 20-6 0.810 1253 (1204, 1209b) 1204 0 1534 
20× 20-7 0.807 1378 1294b 1294 0 1853 
20× 20-8 0.854 1238 (1169, 1173b) 1189 1.71 2253 
20× 20-9 0.800 1311 1289b 1289 0 1124 
20× 20-10 0.817 1269 1241b 1241 0 1183 
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Table 3 Results for benchmark and new hard problems (continued) 

problem WORKLOAD Z0 opt(LB, UB) Z* ΔZ% Tav  

25× 25-1 0.933 2042 (1947, -) 2025 4.01 6766 
25× 25-2 0.913 2059 (1985, -) 2045 3.02 6532 
25× 25-3 0.982 1975 (1839, -) 1921 4.46 6711 
25× 25-4 0.938 2017 (1930, -) 2013 4.30 6686 
25× 25-5 0.930 2014 (1949, -) 1993 2.26 6560 
25× 25-6 0.970 1996 (1863, -) 1947 4.51 6602 
25× 25-7 0.917 2036 (1982, -) 2010 1.41 6581 
25× 25-8 0.932 2073 (1950, -) 2032 4.21 6813 
25× 25-9 0.913 2047 (1995, -) 2038 2.16 6526 
25× 25-10 0.960 1979 (1882, -) 1966 4.46 6601 
30× 30-1 0.945 2500 (2391, -) 2439 2.01 16356 
30× 30-2 0.923 2537 (2455, -) 2521 2.69 16110 
30× 30-3 0.919 2557 (2462, -) 2508 1.87 16331 
30× 30-4 0.929 2559 (2436, -) 2551 4.72 16226 
30× 30-5 0.934 2489 (2423, -) 2460 1.53 16077 
30× 30-6 0.953 2494 (2374, -) 2494 5.05 17911 
30× 30-7 0.962 2472 (2345, -) 2454 4.65 16453 
30× 30-8 0.930 2519 (2429, -) 2483 2.22 16696 
30× 30-9 0.956 2485 (2367, -) 2452 3.59 16414 
30× 30-10 0.934 2502 (2421, -) 2499 3.22 16388 

 

problem = the problem type (n× m) and the problem replication number; 

opt(LB, UB) = the optimum value if known, otherwise, in brackets, the best lower and 

upper bounds found so far; 

Z0= the initial makespan; 

Z* = the best makespan found by the algorithm out of 5 runs; 

ΔZ% = (( Z*-opt)/opt) × 100 if the optimum value opt is known, ((Z*-LB)/LB)× 100 

otherwise. 

Tav  = the average computing time (in seconds) for a single run of the algorithm; 

a = solution values given by Brucker et al. [5]; 

b = solution values given by Brasel  et al. [13]; 

c = solution values given by Taillard [30]; 
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Figure 1 (a) A feasible schedule of a 3-machine 3-job problem ; (b) The acyclic graph 

of the feasible schedule given in (a)--thick arrows denote critical arcs.   
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Figure 2 Reversion of arcs (i, j), (PJ(j), j) and (i, SJ(i)). 
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1. Generate an initial solution s. 

2. Select an initial temperature T=T0. 

3. Set L= size_factor× n×m, and count=0. 

3. While ((count<max_count) and (c(s)>LB)): 

  3.1 Perform the following loop L times:  

     3.1.1 Generate a neighbor s* of s.  

     3.1.2 Let Δc =c( s*)-c(s).  If Δc <0, set s= s*.  Otherwise, 

generate a random number R∈U[0, 1] and set s= s* if 

R<exp(-Δc /T). 

  3.2 Set T=T× red_factor. 

  3.3 Let pct=percentage of accepted moves in the last L iterations.  If a 

new best solution was found, set count=0.  Otherwise, set 

count=count+1 if pct<min_percent.  

4. Return the best solution found.  

Figure 3 Implemented simulated annealing algorithm 

 


